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15. 6810 Session 15

a. Computing with MPI

In this session, we’ll have a hands-on introduction to parallel processing using MPI, which stands

for “Message Passing Interface”, and revisit OpenMP, which stands for “Open Multi-Processing”.

A brief introduction to MPI with examples is given in Section 5.5 of the Hjorth-Jenson notes [2].

More details and examples are in Chapters 12 and 15. The session guide will also provide a (more-

or-less) self-contained introduction with pointers to online references. Here we will review the basic

ideas.

How can we solve a computational physics problem faster? Some solutions:

• use a faster computer;

• change to better theories and methods to solve the problem;

• implement faster (more efficient) numerical algorithms;

• use a smarter compiler (i.e., one that optimizes better).

Or, we can introduce parallelism.

Parallelism can be applied at many levels. We will consider one of the simplest: M processes

running on M different computers (or processors) can, in principle, run a computation M times as

fast. We’ll consider Multiple Instruction Multiple DATA (MIMD), with these characteristics:

• uses a collection of autonomous processors, each able to run a program self-paced;

• asynchronous, but can be programmed to behave “synchronously”;

• networked.

Ideally the computational task will be divided up evenly among the available processors. Most

of the present-day supercomputers are MIMD machines, which are further subdivided into shared

memory and distributed memory machines. If there is shared memory, any CPU can access any

data in a global memory space while with distributed memory each CPU has private memory. Since

we will be using separate Linux computers for MPI, we follow the distributed memory model.

How do we carry out such a program? Here are two ways to run the same code on multiple

machines, dividing up the computational load.

1. if computerX, then

call subroutine1

else if computerY then

call subroutine2

else if ...

...

endif



6810 Session 15 (last revised: April 16, 2016) 15–2

2. for (int i=computer_id; i < N_steps; i += #_of_computers)

{

// stuff to calculate

}

Thus if there are M computers with id’s from 0 to M = # of computers and there are N steps to

do, we loop through the steps starting at the id number and skipping every M steps.

The Message Passing Interface or MPI was first developed in 1992-94 by over 80 people at

40 organizations. This was Version 1 (MPI-1.1) and Version 2 (MPI-2.0) was developed in 1995-

1997. Since then MPI-2.1 was approved in 2008 and MPI-2.2 in 2009. A new verion, MPI-3.0

was approved in 2012. (You can find the official specifications at http://www.mpi-forum.org/

docs/docs.html.) The most used distributions are Open MPI and MPICH. Note that it is not

a programming language, but a library of functions or subroutines to be called from C, C++, or

Fortran programs, or a library of classes and methods for C++ object oriented programs (we’ll use

those).

A “message” is data passed between processes in a distributed memory environment (that is,

each processor has local memory, which cannot be accessed by other processors). The MPI goals

include source code portability, efficient implementation, and support for heterogeneous parallel

architectures. The MPI naming conventions vary between Fortran, C, and C++, which may cause

some issues when consulting documentation. The standard send command is:

C Fortran C++

MPI Send(· · · ) MPI SEND(· · · ) MPI::Comm::Send(· · · )

where C and Fortran use standard functions (also available for C++) and we’ll use C++ classes.

The basic form of C++ commands will be MPI::Class::Action subset or MPI::Action subset.

(Note: versions of the programs for Session 15 using MPI C++ functions instead of C++ classes

are included in session15.zip in the function versions subdirectory.)

In using MPI, the programmer sees a group of processes that are allowed to communicate

with each other. MPI COMM WORLD is the “communicator” for all of your processes (as opposed to

dividing them into sub-groups, which would have separate communicator names). Each process

has a unique integer id number, from 0 to num procs − 1. For point-to-point communications,

the messages are sent one-to-one between processes. These can be “blocking” or “non-blocking,”

depending on whether the return from a call implies the operation has completed or if the return

is immediate (and the user must do the test for completion).

When a program is run by MPI, all processes run the same code with the same binary executable.

But even if all processes receive the same set of instructions, that doesn’t mean they execute the

same set. The rank (i.e., the name or identifier) of the process can be used to determine which

http://www.mpi-forum.org/docs/docs.html
http://www.mpi-forum.org/docs/docs.html
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instructions are run by which process. Also the processes can communicate with each other to

complete the steps in a given task.

The fields in an MPI message are:

• source — the process sending the message (this is implicitly determined);

• destination — the receiving process, explicitly specified by sending process;

• tag — an integer id used by the receiving process to distinguish between messages;

• communicator — a logical group of available processes; each is given a unique integer

(“rank”) in the group;

• data — the data of the calculation (could be an integer, many integers, many doubles, a

user-defined structure, . . . ). Along with the data comes a count and a datatype.

Datatypes include MPI::CHAR (char), MPI::INT (signed int), MPI::DOUBLE (double), and so on. See

the example codes for the specific form of Send and Receive messages (e.g., mpi send receive.cpp).

Here is the skeleton of a program:

[header stuff]

#include <mpi.h>

[more header stuff]

main (int argc, char *argv[])

{

void MPI::Init(argc, argv);

[do stuff]

void MPI::Finalize ();

return 0;

}

Collective communications are called by all processes in a communicator. These include broad-

cast, scatter, and gather functions. The “barrier” holds all processors until all responses have

“arrived.” See mpi calculate pi.cpp for an example.

The most important MPI class methods are (with the function form in parentheses):

• MPI::Init (MPI Init) — initiate an MPI session

• MPI::Finalize (MPI Finalize) — terminate the MPI session and clean up

• MPI::COMM WORLD.Get size (MPI COMM size) — return the number of processes

• MPI::COMM WORLD.Get rank (MPI COMM rank) — return the rank of a process (this is the

process id number, which is an integer between 0 and number processes-1)



6810 Session 15 (last revised: April 16, 2016) 15–4

• MPI::COMM WORLD.Send (MPI SEND) — send a message to a specified process

• MPI::COMM WORLD.Recv (MPI RECV) — receive a message from a specified process

These are instances of all of these in the MPI example codes in Session 15, along with several

additional functions.
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